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We propose a new comprehensive solution to global interconnect optimization. Traditional buffering algorithms

mostly insert repeaters on a net-by-net basis based on slacks and possibly guided by global wires.
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consumption, and additional constraints into a single resource sharing formulation. The core of our algorithm is

a new buffered routing subroutine. Given a net and Lagrangean resource prices for routing, timing, placement,

and power, it computes a buffered Steiner tree. The resource sharing framework provides a special multiplicative

price update for fast convergence.

Our algorithm is fast enough for practical instances. We demonstrate experimentally on 7nmmicroprocessor

units that it significantly improves timing while reducing netlength and power consumption in an industrial

design flow. Our implementation scales well under parallelization with up to 128 threads.
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1 INTRODUCTION
Interconnect optimization, i.e. computing buffered Steiner trees for all nets, is a crucial step in

chip design. It impacts the chip performance, routability, power consumption, and many further

objectives. Modern chips exhibit metal stacks with many different pitches and various options to

select wire widths and spacings. The corresponding signal speeds may differ by up to a factor of 10

or more. The variance in the optimum repeater spacing is even higher. Consequently, buffering

cannot be done without specifying the wire structure.

Furthermore, all nets compete for the limited routing resources, particularly on high layers, and

for the limited placement space, especially around placement blockages and buffer bays. For the

overall chip performance, it is essential to balance these resources between all the interconnects.

Most approaches insert repeaters on a net-by-net basis with fixed sink delay bounds and limited

interaction with global routing, e.g. buffering a given topology [20, 22, 27].
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1:2 Daboul et al.

We propose a comprehensive solution to global interconnect optimization, balancing global

timing, routing, placement, and power constraints. To this end, we extend the timing-constrained 3D

global routing algorithm [12] by computing buffered Steiner trees instead of conventional unbuffered

ones. Our algorithm consists of a special multiplicative Lagrangean multiplier framework, called

resource sharing, which was independently proposed by [23, 26] for global routing. It has its roots

in approximation algorithms for fractional multicommodity flows that were introduced to VLSI

routing by [6].

The core of our algorithm is an oracle function that, given a net and Lagrangean resource

prices for routing, timing, placement, and power, computes a buffered Steiner tree approximately

minimizing the total cost. As most constraints are moved into the objective, we call this subproblem

cost-based buffered Steiner tree problem. If this step can be solved with an approximation guarantee,

our approach leads to a provably good global solution in a polynomial number of oracle calls. For a

constant fanout, this can be achieved by combining ideas from [1, 15]. However, for general fanout,

it is unlikely that algorithms with a practical performance guarantee exist.

We propose a fast algorithm for the oracle function that first computes a geometric 2D topology.

Then, the algorithm embeds the topology into the 3D global routing graph, also selecting wire width

and spacing w.r.t. a linearized model of delay, power, and repeater space. Finally, it inserts repeaters,

recycling the global trees as much as possible and possibly cloning them to save repeaters. For

individual instances, where this approach fails, we perform a more elaborate embedding inspired

by ideas of [15] that embeds and buffers simultaneously.

To reduce the problem complexity, most previous algorithms for buffer insertion separate inter-

connect optimization into 1) topology generation and 2) repeater insertion.

Many algorithms for topology generation fall into two categories: Prim-Dijkstra heuristics [2, 3]

and bicriteria approximation [7, 14]. Sometimes topology enumeration is combined with a fast

exact Steiner vertex embedding [13] or even buffering [15].

Algorithms for repeater insertion and wire width optimization have their foundation in dynamic

programming by [27] with improvements by [15, 19, 20, 22] to name a few. Recently, the pFOM

was proposed as an optimization metric for interconnect optimization [16]. Timing-driven layer

assignment has often been proposed as a standalone algorithm, e.g. by [28] or recently by [21] to

transform a 2D into a 3D global routing.

The classic multicommodity flow formulation for global routing [25] has been extended to

integrate net delay bounds and buffer insertion by [1], who presented a fully polynomial time

approximation scheme (FPTAS) for two-terminal nets. Recently, [12] showed how to integrate

global static timing constraints by adding new customers and resources to the problem, when

considering a linear delay function or Elmore delays without the option to insert buffers.

1.1 Our contribution
We go one step further and augment the model of [12] by integrating repeater insertion with

respect to placement, routing, timing, and power constraints/resources. The model requires a new

oracle that returns buffered global routes instead of just global routes. This paper is an extension to

the preliminary version [10]. The main contributions of this paper are:

• A fast 3 stage oracle function for computing the buffered interconnect of a single net with

respect to prices on delays, routing, placement, and power consumption. It 1) computes a

topology, 2) embeds it into the 3D global routing graph and 3) inserts repeaters.

• A more accurate oracle function integrating embedding and buffering of an input topology

in the global routing graph.
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Fig. 1. An important subproblem during buffering: Given polarities (blue=positive and magenta=negative)
and electrical properties we need to compute a buffered 3D Steiner tree in a grid graph. There are two possible
solutions on the right.

• Combined, we obtain a new algorithm for global interconnect optimization, incorporating

global timing, routing, placement constraints, and power consumption.

• Experimental results that show significant improvements in delays, netlength, and power

consumption compared to the IBM physical design flow for 7nm instances [18].

• An efficient parallelization approach, spreading the workload to up to 128 cores.

The remainder of this paper is organized as follows: In Section 2 we provide the problem

formulation. We then review the essential parts of the resource sharing framework in Section 3 and

show how we model global interconnect optimization. Our main contribution, the oracle function

to compute cost-based buffered Steiner trees, is given in Section 4, followed by experimental results

in Section 5 and conclusions.

2 PROBLEM FORMULATION
Let N be the set of nets of a placed circuit that are to be synthesized. The chip image is given as

I = □ × {0, . . . , 𝑧max}, where □ = [𝑥min, 𝑥max] × [𝑦min, 𝑦max] is the area and 𝑧max is the number

of routing layers. Layer ‘0’ corresponds to the placement area □ × {0}. Routing and placement

congestion is modeled using a global routing graph𝐺 with 𝑧max layers and a partition 𝐵 of layer ‘0’

into placement bins respectively. Placement bins are visualized in Section 4, e.g. in Figure 3.

Furthermore, there is a finite repeater library 𝐿 of inverters and buffers and a set T of wire types.

In conjunction with an axis-parallel line segment 𝐼 ⊂ I, a wire type 𝜏 ∈ T determines a space

consumption (implicitly given by its width and spacing requirements), as well as the electrical

resistance and capacitance of the (metal shape) pair (𝐼 , 𝜏).
Each net 𝑁 ∈ N consists of a source pin 𝑠 ∈ □ × {1, . . . , 𝑧max} and a set of sink pins 𝑇 ⊂

□ × {1, . . . , 𝑧max} with sink polarities pol : 𝑇 → {+,−} and positions p̂ : 𝑇 ∪ {𝑠} → 𝑉 (𝐺). The
polarity specifies if a sink requires an inverted signal (−) or a non-inverted signal (+).

We call a tuple (𝐴,𝜑,𝑏) a buffered Steiner tree for 𝑁 if 𝐴 is an arborescence rooted at 𝑟 with leaf

set 𝑇 and Steiner vertices 𝑉 (𝐴) ⊂ I such that adjacent vertices differ in at most one coordinate,

i.e. edges in 𝐸 (𝐴) can be considered as axis-parallel routing stick figures, and adjacent vertices

must not both be located on the placement layer. Each edge 𝑒 ∈ 𝐸 (𝐴) is assigned a wire type

𝜑 (𝑒) ∈ T . Finally, 𝑏 : 𝑉 (𝐴) ∩ □ × {0} → 𝐿 ∪ {∅} assigns Steiner vertices on the placement layer

to a repeater, or to ∅ if no repeater should be placed. Here, wires are connecting to the centers of

inserted repeaters disregarding the actual pin shapes. For any sink 𝑡 ∈ 𝑇 , the parity of inverting

repeaters on the 𝑠-𝑡 path in 𝐴 must match pol(𝑡). An instance with both polarities and two possible

solutions is shown in Figure 1.
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We assume that we are given functions that, given a global routing edge 𝑒 ∈ 𝐸 (𝐺) and a pair

(𝐼 , 𝜏) where 𝐼 ⊂ I is an axis-parallel segment and 𝜏 ∈ T , returns the fraction of the global routing

capacity of 𝑒 that is used by (𝐼 , 𝜏). Similarly, there is a function that for bin 𝛽 ∈ 𝐵 and a pair (𝑝, 𝜄),
where 𝑝 ∈ □ × {0} is a placement position and 𝜄 ∈ 𝐿 is a repeater, returns the fraction of the

placement capacity of 𝛽 that is used by 𝜄, when placed at 𝑝 .

Moreover, we are given functions cap and res that return the capacitance cap(𝐼 , 𝜏) and resistance
res(𝐼 , 𝜏) of a certain wire (𝐼 , 𝜏). Both are assumed to grow linearly in the length of the segment 𝐼 .

Given switching frequencies (𝜂𝑁 )𝑁 ∈N , power values power(𝜄, 𝜂) for every repeater 𝜄 ∈ 𝐿 and

switching frequency 𝜂, and a solution vector (𝐴𝑁 , 𝜑𝑁 , 𝑏𝑁 )𝑁 ∈N , we can compute the total power

consumption with an appropriate scale factor c2p ∈ R as

∑︁
𝑁 ∈N

©­«
∑︁

𝑒∈𝐸 (𝐴𝑁 )
𝜂𝑁 · c2p · cap(𝑒, 𝜑𝑁 (𝑒)) +

∑︁
𝑣∈𝑉 (𝐴)∩(□×{0})

power(𝑏 (𝑣), 𝜂𝑁 )
ª®¬ . (1)

Timing constraints are modeled by a timing graph 𝐷 similar to [12], except that it reflects buffer

insertion. The vertex set 𝑉 (𝐷) consists of the sink pins in the unbuffered netlist and all primary

inputs. In order to use sink pins consistently, we may consider a virtual buffer driving each primary

input pin 𝑝 . Then, we would add the input to this buffer to 𝑉 (𝐷), instead of 𝑝 . There is an edge

(𝑝, 𝑞) ∈ 𝐸 (𝐷) if 𝑝 is an input of the gate that drives the net 𝑁 ∈ N with 𝑞 ∈ 𝑁 \{𝑝}. The delay of

an edge in the timing graph depends on the buffered Steiner tree for 𝑁 and the source gate of 𝑁 .

The timing constraints are fulfilled if for every endpoint 𝑣 ∈ {𝑢 ∈ 𝑉 (𝐷) : outdegree(𝑢) = 0}, the
maximum delay of a path in 𝐷 ending in 𝑣 is within a delay bound (required arrival time) rat(𝑣)
that is part of the input.

For delays, we assume that gate delays are approximated by two non-decreasing functions

depending on load capacitance and input slew, one for the delay, the other for the output slew. We

model the interconnect timing by the Elmore delay [11].

The global interconnect optimization problem consists of computing a buffered 3D Steiner tree

(buffered global route) for every net, such that no global routing edge and no placement bin is

overused while meeting all timing constraints and minimizing the power consumption.

During a long period in the design cycle it is impossible to find a feasible solution. In such a

situation, we may still want to find a good solution, e.g. one that minimizes the maximum constraint

violation. Its is not clear how to compare violations that are measured in different units, e.g. absolute

routing overflow vs. delay violations. A natural alternative is to minimize the maximum relative

constraint violation, e.g. used routing capacity divided by the available routing capacity on a global

routing edge or the timing path delay divided by the path delay bound. These relative numbers do

not have a specific unit and can be compared well. If we can minimize the maximum constraint

violation, we can also solve the global interconnect optimization problem, via binary search starting

with upper and lower bounds for the power consumption. We will focus on this “infeasible” case,

where we rather want to minimize the maximum relative constraint violation.

3 MIN-MAX RESOURCE SHARING
To balance the objective and the various constraints, we use the min-max resource sharing algorithm

[23]. It is a mathematical framework for solving fractional packing problems generalizing the multi-

commodity flow model for global routing [25].
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3.1 General model
Formally, in the min-max resource sharing problem (see also [23]) we are given a finite set R of

resources, a finite set C of customers, a set of solutions 𝐵𝑐 ⊆ RR for every 𝑐 ∈ C. Usage functions
usg𝑐,𝑟 : 𝐵𝑐 → R≥0 (𝑐 ∈ C) specify the fraction that a solution consumes from a resource 𝑟 ∈ R.
For instance, R might be the set of global routing graph egdes and C the set of nets. Each net

𝑐 ∈ C requires a Steiner tree. Then, 𝐵𝑐 is the set of Steiner trees, given as incidence vectors. Now,

for 𝑏 ∈ 𝐵𝑐 the entry usg𝑐,𝑟 (𝑏) determines the space used by the Steiner tree on edge 𝑟 divided by

the total routing space capacity of 𝑟 .

The goal is to find a solution 𝑏 (𝑐) for all customers 𝑐 ∈ C such that the total maximum resource

usage

max

𝑟 ∈R

∑︁
𝑐∈C

usg𝑐,𝑟𝑏 (𝑐).

is minimized.

In general this is an NP-hard problem, as it contains Steiner tree packing. Thus, we are looking

for a (fractional) solution 𝑏 (𝑐) ∈ conv(𝐵𝑐 ) for all 𝑐 ∈ C that is close to the (fractional) lower bound

𝜆★ := inf

{
max

𝑟 ∈R

∑︁
𝑐∈C

usg𝑐,𝑟 (𝑏 (𝑐)) : 𝑏 (𝑐) ∈ conv(𝐵𝑐 ) (𝑐 ∈ C)
}
,

where usg𝑐,𝑟 is naturally extended to the convex hull of 𝐵𝑐 as follows. For a convex combination

𝑏 =
∑

𝑏′∈𝐵𝑐
𝜆𝑏′𝑏

′
, where

∑
𝑏′∈𝐵𝑐

𝜆𝑏′ = 1 and 𝜆𝑏′ ≥ 0 (𝑏′ ∈ 𝐵𝑐 ), we set

usg𝑐,𝑟 (𝑏) :=
∑︁
𝑏′∈𝐵𝑐

𝜆𝑏′usg𝑐,𝑟 (𝑏′).

The core algorithm maintains prices for all resources 𝑟 ∈ R similar to Lagrangean relaxation.

It requires for each customer 𝑐 ∈ C an oracle function 𝑓𝑐 : RR≥0
→ 𝐵𝑐 that for a price vector

(price𝑟 )𝑟 ∈R computes a solution 𝑏 (𝑐) ∈ 𝐵𝑐 approximately minimizing

∑
𝑟 ∈R price𝑟 · usg𝑐,𝑟 (𝑏 (𝑐)).

We will give details on the algorithm in Section 3.9, specialized to the purpose of global interconnect

optimization.

3.2 Customers and resources for interconnect optimization
We now specify all the customers and resources that we use to model the global interconnect

optimization problem.

3.3 Routing resources
For the global routing constraints, we follow [23]. There is a customer for every 𝑁 ∈ N and 𝐵𝑁

is the set of buffered Steiner trees for 𝑁 . There is a resource for every edge of the global routing

graph 𝑒 ∈ 𝐸 (𝐺). The usage function usg𝑁,𝑒 specifies how much the wiring segments of a buffered

Steiner tree 𝑏 (𝑁 ) consume from 𝑒 relative to its capacity.

3.4 Placement resources
Similarly, for placement constraints we add a resource for every placement bin 𝛽 ∈ 𝐵. Again,

the usage function usg𝑁,𝛽 specifies how much the repeaters from a buffered Steiner tree 𝑏 (𝑁 )
consume from 𝛽 relative to its capacity. The free area of 𝛽 is given by its area minus the area of

blockages, e.g. fixed macros. The resource usage of a repeater 𝜄 ∈ 𝐿 corresponds to its area relative

to the free area of the bin it is assigned to. Furthermore, the area of all non-repeating standard

cells contributes to a fixed usage of the placement bins. Note that while we assign repeaters to a

single bin, a non-repeating standard cell contributes fractionally to all bins it covers proportionally
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to the overlap. We consider standard cell area as usage because we aim to control the density

of all standard cells to ease a subsequent placement legalization of repeaters and non-repeaters

simultaneously.

3.5 Timing graph resources and arrival time customers
For the timing constraints, we use the model proposed by [12]. We add a resource for each edge

𝑒 ∈ 𝐸 (𝐷) of the timing graph to R, and an additional customer for each 𝑣 ∈ 𝑉 (𝐷), representing an

arrival time 𝑎(𝑣) at 𝑣 . Thus, [12] called it an arrival time customer. For each arrival time customer

𝑣 ∈ 𝑉 (𝐷), we compute a lower and upper bound 𝑎min (𝑣) and 𝑎max (𝑣) for the possible arrival

time under optimistic and pessimistic delay estimates, and we define the solution set for 𝑣 as

𝐵𝑣 := [𝑎min (𝑣), 𝑎max (𝑣)].
Using lower delay bounds (on the delay after repeater insertion) for all timing graph edges, the

values 𝑎min can be computed by an arrival time forward propagation, and the values 𝑎max can be

computed by a required arrival time backward propagation through the timing graph. In practice it

might occur that 𝑎min > 𝑎max, which implies that the timing constraints cannot be satisfied. If we

observe this at the endpoint 𝑣 of a timing path we increase the required arrival time and 𝑎max (𝑣) to
𝑎max (𝑣) = rat(𝑣) := max{𝑎min (𝑣), rat(𝑣)}.

In the following, we assume that the delay of an edge (𝑣,𝑤) ∈ 𝐸 (𝐷) depends only on the solution

for the one net 𝑁 ∈ N with𝑤 ∈ 𝑁 . In our context, this assumption is partially violated because the

slews at the sinks of a buffered Steiner tree influence the delays in the next stage. We will address

this problem in Section 3.11.

Following [12] we now add so-called delay resources for every edge 𝑒 ∈ 𝐸 (𝐷) to R. For such
an edge 𝑒 = (𝑣,𝑤) ∈ 𝐸 (𝐷) the resource consumption of a solution 𝑏 (𝑁 ) ∈ 𝐵𝑁 , 𝑎(𝑣) ∈ 𝐵𝑣 and

𝑎(𝑤) ∈ 𝐵𝑤 is given by

usg𝑣,𝑒 (𝑎(𝑣)) =
𝑎(𝑣) − 𝑎min (𝑣)

𝑎max (𝑤) − 𝑎min (𝑣)
,

usg𝑁,𝑒 (𝑏 (𝑁 )) =
delay𝑏 (𝑁 ) (𝑣,𝑤)

𝑎max (𝑤) − 𝑎min (𝑣)
,

usg𝑤,𝑒 (𝑎(𝑤)) =
𝑎max (𝑤) − 𝑎(𝑤)
𝑎max (𝑤) − 𝑎min (𝑣)

.

Here, delay𝑏 (𝑁 ) (𝑣,𝑤) denotes the delay along the edge (𝑣,𝑤), depending on the solution 𝑏 (𝑁 ).
Therefore, the total usage of such an edge is given by∑︁

𝑐∈C
usg𝑐,𝑒 (𝑏 (𝑐)) = usg𝑣,𝑒 (𝑎(𝑣)) + usg𝑁,𝑒 (𝑏 (𝑁 )) + usg𝑤,𝑒 (𝑎(𝑤)). (2)

The model is visualized in Figure 2 on a small example consisting of a timing path in 𝐷 with three

edges. It shows how arrival time usages and delays are “packed” into the delay bounds.

The following Lemma shows that arrival time customers and edge delay resources represent

global timing constraints.

Lemma 3.1. ([12]) If no timing constraint was relaxed, i.e. 𝑎max (𝑣) equals the required arrival time
at 𝑣 ∈ 𝑉 (𝐷), and (𝑏𝑐 )𝑐∈C is a solution vector of buffered Steiner trees and arrival times, then∑

𝑐∈C usg𝑐,𝑒 (𝑏 (𝑐)) ≤ 1 for all 𝑒 ∈ 𝐸 (𝐷)
⇔ 𝑎(𝑣) + delay𝑏 (𝑁 ) (𝑣,𝑤) − 𝑎(𝑤) ≤ 0 for all (𝑣,𝑤) ∈ 𝐸 (𝐷),

where 𝑁 is the net corresponding to (𝑣,𝑤).
We also use additional resources that were suggested by [12] to further relax timing constraints

when it is needed to reach feasibility. This is important as in the design phase, timing is usually not

completely closed.
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Timing start point Timing end point

𝑠
𝑣 𝑤

𝑡

𝑁

𝑒

usg𝑣,𝑒 (𝑎 (𝑣) )

usg𝑣,(𝑠,𝑣) (𝑎 (𝑣) )

usg𝑤,𝑒 (𝑎 (𝑤 ) )

usg𝑤,(𝑤,𝑡 ) (𝑎 (𝑤 ) )

usg𝑁,𝑒 (𝑏 (𝑁 ) )

𝑎 (𝑠 ) 𝑎max (𝑣) 𝑎min (𝑤 ) 𝑎 (𝑡 )

𝑎min (𝑣) 𝑎𝑚𝑎𝑥 (𝑤 )𝑎 (𝑣) 𝑎 (𝑤 )

Fig. 2. Timing model on a timing path with 3 edges 𝑒 = (𝑣,𝑤), (𝑠, 𝑣), (𝑤, 𝑡) ∈ 𝐸 (𝐷), and a net 𝑁 . Their delay
capacity is visualized by the 3 horizontal intervals. The interval ends are specified by the numbers below. The
thick bars inside these intervals indicate the usage consumed by the arrival times 𝑎(𝑣), 𝑎(𝑤) and the Steiner
tree 𝑏 (𝑁 ) for 𝑁 (formally the usages are the quotients of the thick bars and the interval lengths). The choice
of 𝑎(𝑣) (or 𝑎(𝑤)) determines its usages on (𝑠, 𝑣) and (𝑣,𝑤) (or on (𝑣,𝑤) and (𝑤, 𝑡) respectively). Lowering an
arrival time will decrease its usage on the outgoing edge but increase it on the incoming edge.

3.6 The power resource
To model our objective of power minimization, we need to guess the optimum power consumption

and add that as a constraint/resource {power}, which must not be exceeded by the power con-

sumption in (1). We could find the optimum power consumption by binary search. However, we

will simply make an initial guess on the optimum power and then slightly relax/tighten it after

each iteration if the overall over usage increases/decreases. Netlength and via count are treated in

a similar way in [23].

3.7 Summary of resources and customers
Summarizing, in our model the set of customers is given as

C = N ¤∪𝑉 (𝐷),

i.e. the net customers and the arrival time customers for all vertices in the timing graph. The set of

resources is given as

R = 𝐸 (𝐺) ¤∪𝐵 ¤∪𝐸 (𝐷) ¤∪ {𝑝𝑜𝑤𝑒𝑟 },

i.e. the global routing edges, placement bins, timing graph edges, and one resource for the power

consumption. Note that the resource sharing model is quite flexible and allows to add further

resources and customers, e.g. one could have separate resources for static and dynamic power and

the netlength or via count.

3.8 Oracle functions
The oracle problem for the arrival time customers is fairly simple. We have to compute

𝑎(𝑣) ∈ arg min


©­­«

∑︁
𝑒∈𝛿+

𝐸 (𝐷 ) (𝑣)
price𝑒 −

∑︁
𝑒∈𝛿−

𝐸 (𝐷 ) (𝑣)
price𝑒

ª®®¬𝑥 : 𝑥 ∈ [𝑎min (𝑣), 𝑎max (𝑣)]

 .

This is a simple linear function that is minimized at one of the interval endpoints.
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For the net customers we have to solve the cost-based buffered Steiner tree problem. Here, for a

net 𝑁 ∈ N , the problem is to compute a buffered Steiner tree 𝑏 for 𝑁 approximately minimizing

min

∑︁
𝑟 ∈R

price𝑟 · usg𝑁,𝑟 (𝑏) , (3)

i.e. 𝑏’s total cost for routing, placement, timing, and power resources. This is a major contribution

of this paper that we will present in Section 4.

3.9 Resource sharing algorithm for global interconnect optimization
The core resource sharing algorithm (Algorithm 1) maintains a resource price for each resource.

They are initialized to one (line 1). In a series of 𝑇 ∈ N phases it computes new solutions for every

customer 𝑐 ∈ C using the oracle function 𝑓𝑐 .

The order, in which the oracles for nets and arrival time customers are called, could be arbitrary

to prove convergence in Theorem 3.2. However, we first call the oracle for the nets (Lines 4–13) and

then for the arrival time customers (Lines 14–19). The reason is that the arrival time solutions can

bounce back and forth between 𝑎min (𝑣) and 𝑎max (𝑣). For better practical performance we conduct

𝑇atc (≈ 100) calls to each arrival time customer per phase. Observe that the price update multiplier

𝛾 is scaled down to
𝛾

𝑇atc
so that the overall contribution corresponds to a single call without scaling.

Lines 14–19 are fast due to the simplicity of the arrival time oracle. They can be sped up further

using Newton’s method for all arrival time customers simultaneously [12].

The while loop in Lines 6–12 is usually traversed only once for each customer. If the cost-based

buffered Steiner tree 𝑏 (𝑁 ) alone exceeds a single resource, the solution is scaled down by 0 < 𝜉 < 1

to reduce the resulting usage down to one. The loop is iterated on updated prices, until the summed

scale values 𝑋 reach one. This technique is used to achieve a near-linear number of oracle calls.

Note that an arrival time 𝑎(𝑣) ∈ [𝑎min (𝑣), 𝑎max (𝑣)] cannot overuse a timing resource. Thus, no

while loop is needed here.

Right after a customer oracle has been solved, the prices of all resources used by the new solution

are increased multiplicatively in lines 11 and 17. Note that the arrival time solutions do only

consume from incident edges in the timing graph.

Algorithm 1 returns the average of all previously computed buffered Steiner tree solutions, which

is a convex combination of them.

In order to approximately minimize the maximum fractional resource usage, Algorithm 1 requires

𝜆★ ≤ 1, i.e. the existence of a feasible fractional solution. The general case can be solved using binary

search on scaled usage functions 2
− 𝑗
usg𝑐,𝑟 (𝑐 ∈ C, 𝑟 ∈ R), searching for 𝑗 ∈ {0, . . . , ⌈log

¯𝜆★⌉}, where
¯𝜆★ is an a-priori upper bound on 𝜆★ [23]. Recently, [5] showed how to integrate the scaling into the

core algorithm avoiding the running time overhead of the outer loop. We omit the mathematical

details of scaling in this paper.

Given 𝜎-approximate oracles, we can prove the following result.

Theorem 3.2. [5, 23] Given𝜎-approximate oracle functions and𝜔 > 0, a fractional resources sharing
solution attaining 𝜆★ up to a factor 𝜎 (1 + 𝜔) can be computed in time O(𝜃 ( |C| + |R|) log |R |𝜔−2),
where 𝜃 is the complexity of an oracle call.

In our practical implementation, we scale down the usages of power or timing resources heuris-

tically if they are fractionally overused for a couple of iterations, and we scale the power usage up

if they are fractionally underused.
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Algorithm 1 Resource sharing algorithm for Global Interconnect Optimization

1: price𝑟 ← 1 (𝑟 ∈ R)
2: 𝑥𝑁 ← 0 ∈ RR (𝑁 ∈ N ⊂ C)
3: for 𝑝 = 1, . . . ,𝑇 do

/* Call oracle for net customers: */

4: for 𝑁 ∈ N do
5: 𝑋 ← 0

6: while 𝑋 < 1 do
7: 𝑏 (𝑁 ) ← CostBasedBufferedSteinerTreeOracle(price).

8: 𝜉 ← min

{
1 − 𝑋, 1/

(
max𝑟 ∈R usg𝑁,𝑟 (𝑏 (𝑁 ))

)}
9: 𝑋 ← 𝑋 + 𝜉
10: 𝑥𝑁 ← 𝑥𝑁 + 𝜉 · 𝑏 (𝑁 )
11: For 𝑟 ∈ R do price𝑟 ← price𝑟 · 𝑒𝛾𝜉usg𝑁,𝑟 (𝑏 (𝑁 ) ) ; end for
12: end while
13: end for

/* Call oracle for arrival time customers: */

14: for 𝑖 = 1, . . . ,𝑇atc do
15: for each arrival time customer 𝑣 ∈ 𝑉 (𝐷) do
16: 𝑎(𝑣) ← arg min

{(∑
𝑒∈𝛿+

𝐸𝐷
(𝑣) price𝑒 −

∑
𝑒∈𝛿−

𝐸𝐷
(𝑣) price𝑒

)
𝑥 : 𝑥 ∈ [𝑎min (𝑣), 𝑎max (𝑣)]

}
.

17: For 𝑒 ∈ 𝛿𝐸 (𝐷 ) (𝑣) do price𝑒 ← price𝑒 · 𝑒
𝛾

𝑇
atc

usg𝑣,𝑒 (𝑎 (𝑣) )
; end for

18: end for
19: end for
20: end for

/* Return the average buffered Steiner trees: */

21: return
(

1

𝑇
𝑥𝑁

)
𝑁 ∈N

3.10 Discretizing the fractional Steiner trees
Eventually, we need to discretize the fractional buffered Steiner tree solutions

(
1

𝑇
𝑥𝑁

)
𝑁 ∈N . In

contrast, the arrival times do not require a discretization. The average of the arrival times 𝑎(𝑣)
computed in line 16 during the course of Algorithm 1 is a valid arrival time for 𝑣 ∈ 𝑉 (𝐷). We

use these fixed average arrival times for evaluating the total delay resource usages (2) during the

following Steiner tree discretization.

We start with randomized rounding. The fractional buffered Steiner trees ( 1

𝑇
𝑥𝑁 )𝑁 ∈N are convex

combinations of the trees computed during the resource sharing algorithm. For each net 𝑁 ∈ N ,

we pick a random tree among the computed ones with probability given by its convex coefficient.

This procedure is repeated in several rounds (seven in our implementation). We continue with the

best discrete solution obtained this way.

In our implementation, we use a pseudorandom number generator with a deterministic seed.

However, our parallelization in Section 6 introduces non-determinism if multi-threading is used.

In a rechoose and reroute step, we repeatedly collect the nets that are involved in the largest

resource usage violations and compute better solutions for them. We first rechoose the best solution

among those that were computed by the resource sharing algorithm. Only, if we cannot find an

improvement this way, we call the cost-based Steiner tree oracle to re-route a net. In our experiments,

only a small fraction (< 10%) of nets is re-routed.
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3.11 Mitigating slew effects
The resource sharing model including Theorem 3.2 requires that the total usage of a resource is the

sum of customer solution usages, i.e. the effective usage of a customer solution does not depend on

the solution of other customers. The resource prices guide the inter-dependent resource usage. In a

timing model with slew propagation, this assumption is violated because the slews at the sinks of a

buffered Steiner tree influence the delays and slews in the next stages.

We mitigate this problem as follows. In the first iteration, we assume a default slew at all gate

inputs. Whenever a new solution for a net has been computed, we compute the slews at its sinks

based on the new buffered Steiner tree. They are stored as the gate input slews of the subsequent

net customers until the net is recomputed.

The slew update is important for the overall results. Fixed input slews could be too small causing

many capacitance and slew violations after full slew propagation. It could also be too large leading

to too pessimistic driver delays and more power consumption in the repeater trees. With our slew

mitigation, we see only a few electrical violations after interconnect optimization that are quickly

fixed by sizing and inserting single repeaters.

4 AN ORACLE FOR THE COST-BASED BUFFERED STEINER TREE PROBLEM
Solving or even approximating the cost-based buffered Steiner tree problem is a notoriously hard

problem in theory and in practice. Already the simpler variant without repeater insertion and linear

delays instead of Elmore delays, does not allow a 𝑜 (log log |𝑁 |) approximation unless every problem

in NP can be solved in time O(𝑛log log log𝑛) [8]. Nevertheless, we need to tackle large instances with

hundreds, thousands, or even millions of nets efficiently. To this end, we proceed in three stages.

(a) Stage 1: Computing a
topology of small linear

delay.

(b) Stage 2: 2D projection of
embedding the topology of Step 1 into

the 3D global routing graph.

(c) Stage 3: Buffering the route. Colors
show placement congestion. The
leftmost repeater is a buffer.

Fig. 3. The three-stage routing & buffering process.

First, we compute a timing-aware Steiner topology/arborescence in the Manhattan plane (Sec-

tion 4.1). Then, we embed this topology into the 3D global routing graph with respect to the

objective (3), but using a linear model for placement, delay, and power usages (Section 4.2). Finally,

we use dynamic programming for repeater insertion into the 3D Steiner tree, allowing to change

the topology locally to save repeaters (Section 4.3). The three stages are visualized in Figure 3.

To estimate the effect of buffering in the first two stages, we customize the linear delay routing
oracle of [12]. To this end, we linearize the delay, power, and placement usage functions. As proposed

by [4] we compute, for each wire type 𝜏 ∈ T and routing layer 𝑙 ∈ {1, . . . , 𝑧max} a fastest buffering
of an infinite line on layer 𝑙 with wire type 𝜏 , choosing the best uniform repeater type 𝜄 ∈ 𝐿 and

spacing repeaters uniformly. Similarly, we compute a most power efficient buffering allowing a

30% delay increase compared to the fastest buffering.
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The fast buffered line determines a delay and placement usage per unit length, while we use the

power-efficient buffered line to extract a static and dynamic power consumption per unit length.

For a given 𝑁 ∈ N , we use the given switching frequency 𝜂𝑁 to obtain a total power per unit

length. The reason for using different buffered lines for delay and power is that in general different

layer and wire trait pairs are optimal for delay minimization and power optimization. If the delay

prices dominate the power price, the fastest layers and wire traits should be favored, and vice versa.

It is straight forward to derive corresponding linear resource usage functions using the original

resource capacities.

The linear delay model in the first two stages is justified because delays are linearized by inserting

repeaters. Most traditional buffering algorithms start with a topology that is computed using a

linear delay model [2, 3, 7, 14]. A main difference to previous approaches is that we use delay

characteristics of different wiring layers in our Stage 2.

Unlike in the first two stages, during buffer insertion we consider Elmore delays, including slew

propagation, the discrete placement space usage and the primary power consumption function in

equation (1). However, we use the stationary slew of the fastest buffered line as an estimated input
slew for newly inserted repeaters during buffer insertion.

As an alternative for Stage 2, we use a buffered embedding algorithm for simultaneous embedding

and repeater insertion (Section 4.4) on difficult instances.

4.1 Stage 1: topology generation
The linear delay routing oracle in [12] first computes a shallow-light Steiner arborescence, which

we call topology, using the bicriteria algorithm of [14]. Given length bounds for each source-sink

path and an 𝜖 > 0, it computes a Steiner arborescence that exceeds these bounds by at most a factor

(1 + 𝜖) and whose length is within a factor

(
2 +

⌈
log

(
2

𝜖

)⌉ )
· 3

2
of the length of a minimum Steiner

tree. The length bounds are induced by arrival time difference 𝑎avg (𝑤) − 𝑎avg (𝑣) of a timing graph

edge (𝑣,𝑤) ∈ 𝐸 (𝐷), where 𝑎avg (𝑣) is the average arrival time for 𝑣 ∈ 𝑉 (𝐷) computed in Line 16 of

Algorithm 1.

This Steiner arborescence has a maximum outdegree of two, but allows multiple vertices at

the same position in the plane. The length bounds are derived from the difference of the current

arrival times at sinks and driver inputs, assuming the fastest layer and wire type combination for

translating delay into distance. The value 𝜖 ∈ [0.1, 0.2] is chosen depending on the timing prices of

the particular net.

Furthermore, we employ a post-optimization recently proposed by [13]. The Steiner arborescence

computed by the bicriteria approximation algorithm is partitioned into sub-arborescences with up

to 9 leaves, which are restructured optimally via branch-&-bound.

4.2 Stage 2: topology embedding
In Stage 2, we embed the topology from Stage 1 into the global routing graph and also select a wire

type for every edge. We use the method proposed by [12], including their goal-oriented speed-up

technique. However, we modify the cost function to reflect power and repeater space.

As we do not insert repeaters yet, we use linearized approximations of the delay, power, and

placement space usage caused by a wire segment (𝑒, 𝜏). To this end, we compute for each routing

layer and wire type, the minimum delay per length configuration among all possibilities to buffer

an infinitely long wire on that layer and of that wire type by a uniform reapeater type from the

library using a uniform repeater spacing. The configuration implies a delay per length, a power

consumption per length, and a repeater space consumption per length for the layer and wire

type. Now for a given wire segment (𝑒, 𝜏), we know its length and can associate a corresponding
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Fig. 4. Before the global route is used for buffering, we connect to local pinshapes and postoptimize. Vertices
that are considered for buffer placement are marked in blue.

delay usage usg𝑒 (𝜏), power usage lin_usgpower (𝑒, 𝜏), and repeater space usages lin_usg𝛽𝑣
(𝑒, 𝜏) and

lin_usg𝛽𝑤
(𝑒, 𝜏) with it, where 𝑒 = (𝑣,𝑤) and 𝛽𝑥 is the placement resource associated with the tile

𝑥 ∈ 𝑉 (𝐺).
We embed the topology into the graph

𝐺 ′ := (𝑉 (𝐺), {{𝑥,𝑦}𝜏 | {𝑥,𝑦} ∈ 𝐸 (𝐺), 𝜏 ∈ T }),
that contains a copy of each edge for all wiretypes 𝜏 ∈ T . As in [12], we traverse the topology

in a bottom-up fashion (from sinks to source). For each Steiner vertex 𝑢, we simultaneously

embed the two outgoing edges (𝑢, 𝑣) and (𝑢,𝑤) for which the endpoints are already embedded at

𝑥𝑣, 𝑥𝑤 ∈ 𝑉 (𝐺 ′) and 𝑋𝑢 ⊂ 𝑉 (𝐺 ′) is the set of vertices in 𝐺 ′ covering 𝑢.
Now we compute shortest path labels for the 𝑥𝑣-𝑋𝑢-path (similarly for the 𝑥𝑤-𝑋𝑢-path) in 𝐺 ′

w.r.t. the following cost for 𝑒 ∈ 𝐸 (𝐺) and 𝜏 ∈ T
𝑐′ (𝑒, 𝜏) = 𝑐route (𝑒, 𝜏) + 𝑐place (𝑒, 𝜏) + 𝑐delay (𝑒, 𝜏) + 𝑐power (𝑒, 𝜏).

Here, 𝑐route (𝑒, 𝜏) = price𝑒 · usg𝑒 (𝜏) is the routing congestion cost and

𝑐delay (𝑒, 𝜏) = price𝑣 · lin_delay(𝑒, 𝜏),
where price𝑣 is the sum of delay prices to the sinks of the sub-arborescence rooted at 𝑣 and

lin_usg(𝑒, 𝜏) is the linearized delay usage. Then, 𝑐power (𝑒, 𝜏) = pricepower · lin_usgpower (𝑒, 𝜏) is the
linearized power cost.

The most delicate modification concerns the approximation for the placement cost of repeaters

that still need to be inserted. For an edge (𝑒, 𝜏), we estimate the average placement cost by its

average linearized tile cost as

𝑐place (𝑒, 𝜏) =
1

2

∑︁
𝑥∈𝑒

price𝛽𝑥
· lin_usg𝛽𝑥 (𝑒, 𝜏).

The position of𝑢 is given by the point in𝑋𝑢 where the two paths first meet. We continue labeling

a few further vertices, even after both path searches have reached 𝑋𝑢 , to find a possibly better

location of the Steiner vertex𝑢 estimating the upstream cost to its parent with a future cost estimate.

The embedded topology consists of global wires reaching from tile center to tile center. In

particular, it does not directly connect to the given pins. This is too inaccurate for repeater insertion,

unless a very small tile size is used. Thus, we post-process the routes before buffering. To achieve

this, we first complete the route by connecting all pins to the global route. Then, we use an algorithm

of [17] to move all Steiner-segments for minimum total wire length without introducing additional

tile-crossings (see Figure 4). Thereby, segments are subdivided such that no segment crosses a tile
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border. Of course two segments may join at a tile border. Besides, we add additional nodes at the

start and the end of each passed placement blockage.

4.3 Stage 3: repeater insertion
Finally, we need to determine where to insert repeaters into the global routes. The linearized usages

from Section 4.2 are now replaced by the actual usages of a buffered Steiner tree. The repeater

usage is now caused only where we insert repeaters and not dristributed equally along the wire

segment. Linear delays are replaced by Elmore delays, and we use the precise power consumption

including the switching frequency of the net instead of a rough estimate.

We combine ideas of dynamic programming for cost minimization [22] and the fast buffering

algorithm by [4], which saves repeaters by postponing the insertion of a repeater when two branches

of different polarity are merged, introducing parallel wires. An example of this local topology

change is depicted in Figure 3c, where cheaper repeater positions are found by deviating from the

initial topology. However, the “fast” running time of [4] is heavily relying on a uniform routing and

placement cost structure on each segment chain. As the cost structure of the routing and placement

resources is inhomogeneous, we use dynamic programming with bounded effort similar to [22] to

insert repeaters along paths.

So-called clusters representing buffered sub-arborescences are propagated from the sinks to the

source. A cluster may be partitioned into two subtrees, one with positive and one with negative

polarity. This allows to temporarily propagate unmerged sinks of different polarity. Thereby, the

input topology is modified to save inverters at the expense of routing. The resource sharing weights

are useful to decide whether to perform such a restructuring. Formally, we use labels that represent

a buffered subtree. With each label 𝑙 we store

• cap(𝑙): The load capacitance of the given label up to the next (repeater) sinks.

• cost(𝑙): The total routing, placement, power, and delay cost of the subtree solution represented

by l.

• slewtarget(𝑙): The maximum slew such that the estimated input slews at the next (repeater)

sinks are met.

• inverters(𝑙): The number of inverters inserted in the current subtree.

• sinks(𝑙): A set of pins corresponding to original sinks of the net or input pins of inserted

repeaters.

• node(𝑙): The current node in the route graph.

• pos(𝑙): The current position in the chip area.

• pol(𝑙): The polarity ‘+’ or ‘-’ at the current position.

Now a cluster consists of a label pair 𝑝 = (𝑙, 𝑙 ′) where pol(𝑙) = ‘+’ and pol(𝑙 ′) = ‘-’. If sinks(𝑙) ≠ ∅
and sinks(𝑙 ′) = ∅, we have a label pair of ‘ident type’. Otherwise, if sinks(𝑙) = ∅ and sinks(𝑙 ′) ≠ ∅,
we have a label pair of ‘invert type’. If both sinks(𝑙) ≠ ∅ and sinks(𝑙 ′) ≠ ∅, the label pair is of
‘parallel type’, which corresponds to the aforementioned possibility to deviate from the input

topology and to propagate a set of unmerged sinks with different polarities upstream. In this case,

we will have node(𝑙) = node(𝑙 ′).
For a cluster 𝑝 = (𝑙, 𝑙 ′), we can again define a cost by cost(𝑝) = cost(𝑙) + cost(𝑙 ′), where we have

cost(𝑙) = 0 if sinks(𝑙) = ∅. Analogously we can define cap(𝑝) = cap(𝑙) + cap(𝑙 ′).
At the sinks of the nets the clusters are initialized canonically with a single label. The only

non-canonical choice concerns the slewtarget, which is set to the propagated slew after the last

oracle call for that net. The algorithm uses three main operations. The most basic is the ‘move step’

where a cluster is moved along a topology edge. This is where multiple clusters are propagated.
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Two clusters at the same position can be combined in the ‘merge step’. Finally, when we arrive at

the source, we have a ‘connect source’ step.

The repeater insertion obeys further constraints such as capacitance and slew limits. We never

place a repeater into a bin with zero placement capacity and lexicographically minimize 1) capaci-

tance violations, 2) slew violations and 3) the resource sharing cost.

When inserting a repeater, we subdivide the global wire at the given position and insert stacked

vias to reach the layers of input and output pin of the repeater. In general, the vias will not physically

connect to the pin shapes, but the center of the repeater. Sometimes, two consecutive repeaters

may be inserted at the same position, leaving subdivided global wires of length zero. The label

capacitance is set to the input pin capacitance of the repeater and the slew target to the estimated

input slew for the given layer and wire type. Furthermore, the label cost is increased by the resulting

placement cost, power cost, and delay through the repeater.

In general, propagating all clusters would lead to an exponential number of labels. We avoid

this by pruning the amount of labels at a given position. First, whenever a repeater is inserted

into a cluster of parallel type, we enforce its resolution into either indent or invert type. Thus, no

particular pruning is needed for clusters of the parallel type.

For non-parallel clusters, we prune by a relaxed dominance check. If we have two non-parallel

clusters 𝑝, 𝑝′ at the same position, with the same sink sets and polarity, and 𝜖1, 𝜖2 ≥ 0, 𝑝 al-

most dominates 𝑝′ if cap(𝑝) ≤ (1 + 𝜖1)cap(𝑝′), slewtarget(𝑝) ≥ (1 − 𝜖1)slewtarget(𝑝′), and
log(cost(𝑝)) ≤ (1 + 𝜖2) log(cost(𝑝′)). We apply the logarithm to the cost, because it depends expo-

nentially on the usage. If 𝜖1 = 𝜖2 = 0, we have proper dominance. We use 𝜖1 = 0.05 and 𝜖2 = 0.1,

without sacrificing the quality significantly.

Furthermore, similar to [22], for each non-parallel cluster type, we subdivide the range of feasible

load capacitances into buckets, keeping only the cheapest solution per bucket.

The cheapest solution sometimes hasmany small repeaters, which aremore sensitive to placement

legalization in the very end. Thus, we perform one more heuristic pruning. First, we keep only

solutions that have no electrical violations and are within a factor of 10 of the minimum cost cluster.

Note that a factor of 10 is not much, as prices increase multiplicatively. Then, we remove solutions

with more than ⌊1.05𝑛 + 1⌋ repeaters, where 𝑛 is the minimum repeater count among all clusters

(buffers are counted twice). Finally, we prune each bucket to a single solution. If this approach

would lead to an empty bucket, we keep the cheapest solution in that bucket (i.e. if all solutions

have electrical violations).

We found that using 15 buckets yields a good tradeoff between quality and runtime. Thereby, we

obtain a guaranteed polynomial runtime for the buffering step.

4.3.1 Move step. The move step is the most elementary operation in which we propagate clusters

bottom-up along the global wires, which are subdivided at tile/bin borders after the post-processing

shown in Figure 4. In our case, the tile size is well below the optimum repeater spacing, otherwise,

a more frequent subdivision could be used. For a cluster 𝑝 = (𝑙, 𝑙 ′), we generate clusters at the next
segment position as follows.

First, we generate a label that represents the possibility not to insert any repeater. The slew target

of the label is reduced according to the slew degradation on the wire segment. When moving a

parallel cluster, we duplicate the global route segment and increase the usage and cost accordingly.

If 𝑝 is of parallel type, we also propagate labels for the option to resolve the parallel segment, i.e.

inserting an inverter to equalize polarities. Then, we consider the possibility to insert a repeater for

each non-empty label in 𝑝 . The position of this repeater is not bound to the above segmentation, e.g.

at a bin border. Instead, we move the repeaters as far as possible to the beginning of the segment
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Fig. 5. The buffered embedding considers placement congestion on tiles before routing over a blockage.

without exceeding the current slew target using binary search. Here, we use the estimated input

slew at the repeater input.

4.3.2 Merge step. The merge step merges cluster candidates from two emanating branches. First,

to bound the running time, we prune all except for the cheapest cluster inside each merge branch,

adding to the cost a penalty term for inserting a cheapest repeater to drive the current capacitance.

Then, we enumerate all possibilities to insert up to two repeaters into the two branch clusters. If a

repeater is inserted into a cluster, we require that only one polarity remains and also enumerate all

possibilities to drive the merged result with one or two repeaters.

The merging results in at most one parallel cluster, and sets of non-parallel clusters that are

pruned as described before.

4.3.3 Connect source step. Once the cluster propagation reaches the source, we consider the

possibility to insert a final repeater for polarity correction or capacitance reduction, and choose the

cheapest resulting solution. As at this time the complete tree has been built, we can evaluate the

objective function correctly with estimated input slews.

4.4 Stage 2 (alternative): buffered embedding
For most nets, the 3 stage approach gives good results. However, the embedding in Section 4.2

has only a rough measure of the placement and delay cost. In particular, in the presence of large

placement blockages, the subsequent repeater insertion might not be able to avoid placement

congestion, substantial delays or even capacitance and slew violations.

Figure 5 shows an example where the embedding algorithm from Section 4.2 might have chosen

the path in the middle picture due to slightly lower routing prices, forcing a repeater insertion into

the overfull bin at the left border of the blockage. If routing congestion permits, we would prefer

the solution in the right where an under-occupied placement bin can be used. Also, the placement

blockages might only be crossed on high layers with wide wires to meet slew limits, while the

algorithm in Section 4.2 might choose low layers as shown in Figure 6.

For such cases, we employ a more elaborate embedding algorithm that inserts repeaters during

the embedding similar to the S-Tree algorithm [15]. In the following we explain how this multilabel

algorithm works. At its core, there is a more runtime intensive embedding process, that already

considers effects of placing repeaters while embedding the topology into the routing graph. We

capture potential slew and capacitance violations during the embedding process to further facilitate

the concluding repeater insertion step described in Section 4.3.

As in Section 4.2, we proceed bottom-up and embed sibling paths pairwise. Instead of the

linearized cost function, we already insert repeaters during the shortest path searches using the

method as in Section 4.3. This allows us to evaluate the objective function accurately.
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Fig. 6. The buffered embedding (right) uses higher layers as lower layers would lead to slew violations.

As the embedding is still undetermined, we create labels at substantially more vertices in the

global routing graph compared to buffering a fixed embedding as in Section 4.3. Thus, we reduce

the effort for buffering substantially, as follows. We suppress parallel clusters and the binary search

during the move step. Furthermore, we keep at most 5 clusters per vertex instead of 15 per cluster

modes and vertex.

Figure 7 shows another possible outcome of the buffered embedding. Assume low routing

congestion everywhere. Bins are colored by placement congestion. While the procedure described

in Section 4.2 finds the shortest way over a blockage that is difficult for repeater insertion, the

buffered embedding balances a detour around the blockage and avoids highly congested placement

bins.

Fig. 7. The multilabel algorithm facilitates buffering by routing placement-aware.

The time complexity of the buffered embedding algorithm allows only its selective usage. For

each net, we first compute a solution with the embedding from Section 4.2 and repeater insertion

from Section 4.3. If this violates slew limits by more than 5%, we embed it again with the buffered

embedding algorithm. Finally, we re-buffer the solution by using the approach from Section 4.3. In

our experiments, the buffered embedding is applied in roughly 0.05% of the instances.

On instances with large blockages, the multilabel algorithm helps to avoid large slews and delays

on a few nets. In modern design systems, net-by-net buffering algorithms would usually also be

able to fix them subsequently without a large overall degradation. However, to avoid unnecessarily
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r

(a) A short Steiner tree using tiny wires

r

(b) A timing-aware embedded Steiner tree.

Fig. 8. Embedded Steiner trees connecting blue sinks to the red source.

high delay resource prices in the up- and downstream cones, it is important to avoid them right

away.

4.5 Implicit tapering
Note that the topology generation and embedding algorithm indeed create favorable global routes.

Figure 8 sketches a shortest Steiner tree (a) using tiny wires, e.g. on low routing layers, and a

timing-aware Steiner tree (b) having shortest source-sink paths and using a wide type with wide

wires and additional spacing near the source for better speed.

The tree in (a) might be preferable if routing congestion would be the only resource. But it has

a long detour, as well as high resistances and capacitances. Our topology generation avoids long

detours and prefers fast wire types towards the source as in (b).

This is a direct consequence of objective (3) in the oracle. For an edge in the Steiner tree, the

total prices of the delay resources ending at the sinks in its subtree are multiplied to its delay

usage. Thus, close to the source, the total delay price acting on a tree edge is high, encouraging

an embedding onto high layers with fast wire types. Towards the sinks the delay prices are lower,

encouraging layers and wire types and possibly detours to achieve low routing, placement and

power usages. These tradeoffs are not decided heuristically but balanced by the resource sharing

prices in a near-optimum way.

4.6 Global interconnect optimization flow
Our global interconnect optimization algorithm does not size the driver gates of the nets. However,

reasonable initial gate sizes are important to avoid electrical violations and reduce the number of

needed repeaters. To obtain good initial sizes, we run our algorithm twice.

First, in Phase 1 of Algorithm 2 (Initial sizing), we use a quick variant of our buffering algorithm

(dark blue box) using only 5 resource sharing iterations. Then, we perform global gate sizing

[9], followed by the main repeater insertion (Phase 2 of Algorithm 2) using 25 resource sharing

iterations. Afterwards, we perform gate sizing [9] again to reduce the total gate area and, thus, the

cell movement during legalization.

Finally, in Steps 6-8 we convert the global routes into net-based layer assignments. The reason

for this phase is that subsequent steps in the IBM design flow [18], which is the basis for our

experiments, rely heavily on net-based layer-assignments.
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Algorithm 2 Global interconnect optimization flow

Phase 1: Initial sizing
5 phases routing&buffering

(Algorithm 1)

global gate sizing

rip out repeaters & legalize

Phase 2: Buffering
25 phases routing&buffering

(Algorithm 1)

global gate sizing

based on global wires

delete wires & legalize

Phase 3: PostOpt
net-based layer-assignment

fix cap & slew viol. and legalize

global gate sizing based on

assigned Steiner estimates

5 EXPERIMENTAL RESULTS
We implemented our global interconnect optimization algorithm in C++ and integrated the flow

in Section 4.6 into the IBM design flow that is based on [18]. We replaced the existing global

buffering step. The global buffering step in [18] is followed by refining the signal delays by gate

sizing, 𝑉𝑡 -optimization, buffering single nets, layer assignment, moving single gates, local logic

restructuring, etc., which we did not modify.

The existing global buffering algorithm in [18] first eliminates very high fanouts by inserting

repeaters, then it computes a timing-aware layer assignment [28] and a timing-unaware global

routing respecting the layer assignment[23]. It uses the global wires to guide the buffer insertion,

which avoids capacitance and slew violations economically via dynamic programming [20, 22].

The buffering does not consider delay constraints. Finally, it calls the same global gate sizing and

𝑉𝑡 -optimization algorithm [9], which is called again towards the end of the design refinement flow.
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For placement bins, we set the capacity to 85% of the remaining space after subtracting placement

blockages to facilitate placement legalization. This value is chosen empirically. It is small enough

to avoid a significant slack degradation during legalization, and it is large enough to avoid cells

being spread out unnecessarily.

All runs were allowed 16 threads scheduled on a heterogeneous Intel Xeon cluster with clock

frequencies between 2.6 and 2.9 GHz. The measured running times still show a tendency but are

not entirely comparable. As input, we used ten current microprocessor units in 7nm technology.

We compare the existing flow and our new flow once at the end of the global buffering step

and at the end of the overall flow, just before detailed routing. For the final comparison, we use

an industrial signoff timer with the RICE [24] delay model. The timing directly after buffering is

measured using Elmore delays. Our results are presented in Table 1. The first two columns show

the name of the instance and the type of the run, followed by the number of gates |G|. The Ws

columns correspond to the slack of the most critical path. The total negative slack ‘Tns’ is given

by the sum of all negative endpoint slacks, and the power and its difference to the reference in

columns Pwr and Δ Pwr.

Congestion is measured using the Ace4 number [29]. For 0 < 𝑥 ≤ 100, [29] define Ace(𝑥) to be

the average congestion (in percent) of the 𝑥 percent most congested edges in the global routing

graph. The Ace4 metric is then defined by

Ace4(𝑥) = 1

4

(Ace(0.5) + Ace(1) + Ace(2) + Ace(5)) .

Ace4 < 93 indicates routability while designs with Ace4 > 95 can hardly be routed or cannot be

routed at all.

The number of slew violations is given in the 𝑣slw columns and the load violations in the 𝑣ld
columns. Finally, columns labeled Netl show the global routing netlength in percentage of the

reference run. It is measured with the identical timing-unaware global router. Columns labeled

Time report the running times for global buffering or the overall flow.

The reference algorithm inserts repeaters economically into a global routing that was minimizing

the netlength. Its buffer insertion just respects capacitance and slew limits. Therefore, it is very

fast. But it relies on the subsequent design flow to run buffering algorithms to improve slacks.

As we consider timing directly, the number of inserted repeaters, congestion, and the global

routing netlength of our algorithm is worse directly after the buffering step. However, after our

algorithm, the subsequent design flow has to work (slightly) less hard in the refinement after

buffering. At the end of the flow, the global routing netlength is significantly improved by our

approach, on average by 2.6%. Electrical violations are generally low. On P02, our algorithm fails

to resolve 109 load violations, which can mostly be fixed in the refinement. The slew violations

on that instance are reduced from 1486 to 611. For this violation-critical design, our multilabel

algorithm was used in roughly 0.5% of the oracle calls.

For the routability at the end of the flow, our algorithm shows mostly better results on routing

critical instances (Ace4 ≥ 93). On P09 the Ace4 is improved from 100.1 to 96.3, which brings the

design from being unroutable to possibly being routable.

Despite inserting more gates and increasing the netlength, our algorithm improves the power

consumption and the Tns directly after global buffering. The timing improvements are persistent

at the end of the flow, on P05, P07, P09 and P10 drastically. On P01 we can almost satisfy all timing

constraints after buffering while the reference flow has a Tns of -19287 ps. At a first glance the

quality improvements might appear small, but they can be decisive on microprocessor design.

The overall running time of our global interconnect optimization increases compared to the

reference flow. Within our global interconnect optimization flow, the two routing & buffering steps
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net scheduler

cost-dist thread 2cost-dist thread 1 cost-dist thread 𝑡. . .

assigns single nets

global resource usages

query/add usg

Fig. 9. Parallelization concept: a net scheduler assigns nets to one of 𝑡 parallel cost-distance Steiner tree
oracle threads. The oracle threads interact asynchronously with the global resources using atomic operations
for querying and adding total resource usages.

in Phase 1 and Phase 2 use 50-60% of the running time and the global gate sizing uses 15-25% of

the running time. However, our algorithm scales well using more CPU cores, routing nets within

each iteration in parallel. Depending on the instance size, the running time can be reduced by up

to a factor of 5 when increasing the number of threads from 16 to 128. We discuss this in detail in

Section 6. There are many possibilities to further reduce the running time of our approach. One

could reduce the number of resource sharing phases. On most designs, the fractional solution

quality stabilizes after 10 resource sharing phases. In particular, on designs with a few timing

critical paths, 10 instead of 25 phases would usually be sufficient. However, the microprocessor

designs at IBM hardly have uncritical timing paths, and there are always some instances where 25

phases are useful. One might also stop the resource sharing algorithm early, once the quality of

the fractional solution stops improving significantly. We could also increase the global routing tile

size, as global interconnect optimization is currently called early in the design flow. This could be

extended to a multi-level global routing approach, where the oracle first embeds a topology using a

large tile size and then with a small tile size, restricted to the large tile areas.

Finally, the refinement flow after global buffering has not been adjusted to the improved starting

solution yet.

6 PARALLEL EXECUTION
Almost the entire running time of Algorithm 1 is spent in computing buffered Steiner tree solutions

in line 7, using the algorithms from Section 4.

Luckily, the net oracles are easy to parallelize. As shown in Figure 9, in each resource sharing

phase, we process all nets in parallel on multiple threads (lines 4–13 in Algorithm 1). A net scheduler

in the main thread assigns the nets individually to one of 𝑡 cost-distance oracle threads. The assigned

cost-distance oracle thread computes a new buffered global route for the net (line 7) and queries

and updates the common global resource prices asynchronously in line 11.

There are two potential issues with this approach.

(1) While an oracle is running, the resource prices can be changed by other threads.
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(2) The update of resource prices and sink slews (Section 3.11) has to be synchronized between

the threads so that every change is tracked correctly.

Concerning 1) note that prices will never decrease. Thus, the permanent Dijkstra/dynamic

programming labels in our net oracle will at most under-estimate the current price of the current

(partial) solution. Therefore, they are robust in the sense that they will always terminate with the

given running time guarantee. The final solution cost might just be higher than what the algorithm

anticipated. To get a theoretical performance guarantee, an oracle could recompute the price of a

buffered Steiner tree once its computation finished and re-compute the tree if the price is much

larger than anticipated (see [23]). However, we accept all trees and mitigate changed prices the

next time the oracle is called for a net.

For issue 2) the price updates can be accomplished without locks using atomic additions. To this

end, we do not store the prices but their underlying exponents, which correspond to the total usage

that a resource has accumulated so far. Its addition can be carried out lock-free with an atomic

addition. Only when prices are queried, the exponential function is applied to the exponent. The

sink slew update described in Section 3.11 is done by the oracle thread. As no two threads can ever

update a given slew value simultaneously, we do not need atomic operations. However, as we do

not process the nets in a topological order, the input slew at the driver gate of the current net might

still stem from the previous resource sharing phase.

It should be noted that our parallelization leads to a non-deterministic behavior. Determinism

can be achieved by delaying all price updates until all net customers are solved. We could update

prices and sink slews from all new net customer solutions together between Lines 13 and 14 of

Algorithm 1. Newton’s method for the arrival time oracle [12] is already deterministic. However, as

net customers do not benefit from price updates within a phase, this would require to increase the

number of phases. In our experiments, the result quality is very stable. Of course, non-determinism

complicates debugging. However, this is justified by the significantly higher achievable performance.

In fact, almost all routing and timing optimization steps in the IBM design flow are parallelized in a

non-deterministic way for faster turn-around times.

In practice, we observed a little influence of the net ordering on the quality of the computed

solution. However, the running time of individual long nets can be high. Long nets require many

labeling steps when embedding a topology into the global routing graph and also cause many move

steps during repeater insertion.

To avoid waiting for single nets in single active threads, we schedule the nets in non-increasing

order of their bounding box area. This serves as a rough estimate for the number of Dijkstra labeling

steps needed in the embedding.

After each resource sharing phase, we use an industrial signoff timer to update the global timing

information. The timer also runs in parallel. However, due to the sequential nature of the timing

update, it does not scale as well as the remaining code. For delays through a buffered Steiner tree,

we provide an estimate to the timing engine.

We analyzed the scaling of our algorithm by running it on two instances while varying the

number of used threads. The runs were performed on an identical machine with dual AMD EPYC

CPUs and hyperthreading disabled.

Our runtime results are presented in Table 2. As turnaround time is most critical for the largest

testcases, we restricted our experiments to two big integration-level instances. Unlike in the

previous experiment, the runtime given in Table 2 refers to only the global buffering step. Instance

A has about 200,000 nets and is comparable to the largest instances (i.e. P01 and P09) from Table 1.

Instance B has roughly 660,000 nets and is the largest instance that was available in our testbed.
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Threads 8 16 32 64 128

Runtime (Instance A) 01:27:03 57:37 43:24 36:59 35:39 (h:m:s)

Relative time 1.00 1.51 2.01 2.35 2.44

Runtime (Instance B) 104:57:42 54:43:30 29:06:48 14:41:42 10:29:15 (h:m:s)

Relative time 1.00 1.92 3.61 7.14 10.01

Table 2. Multi-threaded runtime of the buffering step on two large
integration-level 7nm microprocessor designs provided by IBM.

For instance A, we observed a speedup of 2.44 when comparing the run with 128 threads to

only using 8 threads. However, using 32 threads already yields a speedup of 2.01. This is due to

the relatively small runtime for computing the buffered Steiner trees in comparison to the timing

update at the end of each phase.

For instance B, using all 128 threads reduces the runtime by a factor of 10 compared to only 8

threads. Due to its large size, this instance could previously only be buffered and routed in several

days by running the old default flow. We observed that by only running our algorithm, we could

already obtain reasonable timing and routability in only 10 hours. Thus, we can significantly reduce

the turnaround time by skipping local optimization steps, which do not show large benefits on

integration level instances.

In summary, the experiments indicate that our algorithm is highly parallel. For the largest

instances, we benefit from up to 128 threads. By working on the parts which do not perfectly scale,

even further improvements seem to be possible.

7 CONCLUSION
We show how to solve the global buffer insertion problem comprehensively, balancing a multitude

of different objectives via the resource sharing framework. The practical implementation of our

algorithm yields significant improvements in timing and wirelength for state of the art micropro-

cessor designs that are still observable the end of an industrial design flow. Our approach scales

well under parallelization, making it well-suited for practical use.

Nevertheless, the theoretical and practical improvement of the cost-based buffered Steiner tree

oracle remains an ongoing research challenge. One such effort could be the integration of more

accurate models in Stage 1& 2 similar to [15] instead of using linear approximations. In particular,

for short nets that finally do not require a repeater this would improve the accuracy.
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